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(1) We expect IP-TCP use to be dropped in favor of 1SO protocals by late 1989.

(2) Vendar support expected after initial development/beta test period.

(3) Periadic review and evaluation of new vendors/warkstations for use in the AIM communit .

(4) Initial exploration of concepts followed by extensive development, tasting, and dissemination.
(S) Convert IMAP-1 to IMAP-2 -- see below.

(6) Use of InterLisp is expected to phase out by late 1988 in favor of X rox Commantisp -- see below.
(7) We expect use of the DEC 2060 to phase out between the d4th and 5th years.

{8) This work will involve an extended period of development, testing, and disseminatian, the axact schedule of which
cannot be predetermined because it will depend an the results of other developments and experiments in this area.
(9) There will be an ongoing involvement with the vendor to test and support new system developments.

(10) We will use a small group of Stanford and AIM Al researchers and students to guide development and testing of
distributed subsystems throughout the research period. Initially these will came mainly from the Stanford community
which is easily accessible and already familiar with workstation use.

{11) We will need to have enough of the systems R&D done to begin testing tools in a broader Stanford user community.

(12) Dissemination to the general national AIM community will actually start earlier in an experimental mode (see 10)
but full scale testing will begin in the 3rd year to prepare for a completa migration over the final 2 years.

Figure 1: Core System Development Schedule, Concluded
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implementation. We had our X client well underway, when we discovered that Tl and
MIT decided to jointly develop a Common Lisp X-client (CLX) instead of a server.

Thus, in order to conserve our limited development resources, we chose to take a
"wait and see" attitude, and redirect our programming efforts to the more immediate
need of a distributed mail system. The time spent on our X-client was not wasted,
since we gained a very deep insight into the protocol and its implementation, and
planned to continue this project at a later date. In retrospect our choice was the
correct one. CLX and a supporting CLX library for the creation of windows, menus,
scrolli-bars and other graphical objects is done, as is the implementation of a CLX-
server which is due for alpha-release this June. Finally, The Common Lisp User
Environment (CLUE) is now available from Tl and is a window system on top of the
CLX library which uses the Common Lisp Object System (CLOS). Thus, MIT and TI
have provided a sufficient set of graphics primitives upon which one can build Al and
systems tools in the X paradigm on Tl Explorers. And, any other remote system
which runs an X client and server will be able to have full duplex graphics
communication with an Explorer. Currently, such a capability is available on
Symbolics, SUNs, and VAXs.

Also, since CLUE is a more general window-system/user-environment on top of the
CLX protocol primitives, it satisfies the long standing need for a portable window
system for developing Common Lisp Al applications and will certainly find uses here
at SUMEX-AIM.

Yet, much more work needs to be done in this area to fully develop and integrate
remote graphics capabilities into Lisp machine systems in order to make low
bandwidth connections a reality. We alluded to this topic in last year's report, and
as yet, no one has begun to work in this area.

In the coming year we want to insure that cross-country connections will indeed
support remote graphics and give usable rezsponse time. Success of this work will
mean that one can use LISP machine systems from TELENET, ARPANET, or an
EtherTIP connection throughout the SUMEX-AIM community.

4.3 - Remote Graphics Applications

Our emphasis in the area of remote access/graphics has evolved from proving the
concept of remote windows and remote tools to building real systems on top of
remote access capabilities for routine use.

TALK

We've added a new protocol and new service to the TALK (intra-machine user
communication tool which employs both text and graphics) system we described
previously. We added the 'Sketch' service type as well as the ability to
communicate using the IP/TCP protocols over the Ethernet.

Several groups in the national Xerox Lisp machine community who used the TALK
program we distributed requested the TCP/IP capability. In addition to implementing
the TCP/IP layer, since most BSD 4.* UNIX systems have a TALK facility, we wanted
to make the TTY mode of our TALK compatible with the UNIX implementation. This
would have allowed us to TALK to users on any VAX or SUN; we actually got to the
point (using shortcuts for testing) where we could TALK from a VAX to a Xerox Lisp
machine. Unfortunately, we ran into a problem in that the packets that SUN UNIX
generates for TALK are different than those generated by a VAX due to differences
in word alignment. This is true of UNIX running on other architectures as well as the
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UNIX TALK program failed to make all of its data types network independent. We
are, however, able to use all the TALK modes (TEdit, Sketch and TTY) to
communicate between any Xerox Lisp machines available via the ARPA/Internet and
have done a trans-continental TALK with a user at MIT.

We implemented the new 'Sketch’' service for TALK which uses an object-based
graphics editor as the basis for communication instead of a WYSIWYG text editor.
The addition of this service was mostly a test to see if TALK was properly layered
so that services could be added without modifying the TALK program itself, as we
had designed. For the most part this was the case, the 'Sketch’ service was brought
up without modifying TALK in any way. Later we made some minor modifications
based on what we learned to further simplify the addition of new services.

To put TALK into routine use in the KSL, we included it (and a few other Courier-
based servers) in our default Lisp image so that it is always available to users in
order to increase the use of sophisticated multi-machine tools.

MacWorkstation

We have started a project based on the MacWorkstation software licensed by
APPLE. The MacWorkstation program is designed to allow the Macintosh to start up
programs on mainframes and receive graphic and text output to the MAC in a
seamless fashion. We plan to write a Common Lisp window package (based on
Common Windows) that uses MacWorkstation so we can connect (via Ethernet,
Applenet or RS-232C/modem) to any of our Common Lisp engines and run the same
piece of code on any and/or all of them. The MacWorkstation program uses a high
level protocol which handles windows, menus, files, events, text and graphics and
provides higher level access to the Macintosh graphic facilities than the native
system library routines.

We do not plan to remote the existing window package of any given system; this
interface will be written without regard to the window system on the machine on
which it is being developed. We plan on providing a new library of window
commands based on the emerging Common Windows standard. This will both
simplify the design of the system and allow existing code that conforms to the
CommonWindows standard to be used with little or no modification. This interface
code can then be used on all Common Lisp engines (even mainframes) in our

environment, including Tl Explorers, SUN workstations, Symbolics and Xerox Lisp
machines.

A Macintosh Il is being used to run MacWorkstation and a Xerox Lisp machine is
being used for the Common Lisp development. The two are currently tied together
using a serial line which will eventually be upgraded to an TCP/IP Ethernet
connection. We expect the resulting interface to work with the full range of
Macintosh systems including the smaller ones typically in home use. It is possible to
extend the capabilities of the MacWorkstation software on the Macintosh side, so
once the basic system is in place we can then add whatever features we feel are
necessary (if anything) to handle real Lisp applications.

We have already identified a group in our own laboratory that will be able to use the
finished product. The SightPlan system needs to interface to BB1 output on an
Explorer so that a user can see graphically how the site is being laid out. That
graphics system is being implemented on a Macintosh since they can not use the
Explorer screen which is full of BB1 data. We imagine systems based on the
Common Windows/MacWorkstation interface that require the symbolic processing
power of a dedicated lisp engine but also need to be available to a large number of
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users. We have test software running now which allows the Lisp machine to open
windows on the Macintosh and do some simple graphics.

Other Remote Tools

We finished a tool (MONITOR) that allows a Xerox Lisp machine to examine the
display of another workstation. This tool shows a shrunken version of the entire
remote machine’s display in one window and allows you to examine a smaller portion
of the display in full size in another. We plan to use this to remotely examine the
display on the Oncology clinic machine (which runs the ONCOCIN expert system)
when one of the physicians calls up with a problem. This tool is another built on top
of the Courier server we described in previous years.

5 - File Access and Management

A stable, efficient mechanism for storing and organizing data is central to any
computing environment, and is one of the most challenging issues in the move to
distributed, workstation-based computing. It is necessary to provide standard
services, such as file backup, archival, a flexible, intuitive naming facility, and data
interchange services (e.g., software distribution). Also, as the amount of data being
manipulated grows, it will become more and more important to have powerful tools
for managing hierarchies of files. We plan to support the community with a number
of UNIX-based file servers, like the VAX-based servers (see Figure 7) and the SUN-
based server (see Figure 5) in use at SUMEX for several years. These will require
continued SUMEX-AIM development, however. By keeping the number of servers
small, the distributed namespace problem should be manageable in the near term.
Current UNIX file servers are relatively cheap and fast. UNIX has many of the
needed facilities, e.g., backup, long names, hierarchical directory structure, some file
property attributes, data conversion, and limited archival tools.

However, while general issues of networking, remote memory paging services, and
flexible file access have received considerable attention in both the academic and
commercial development of file servers, there seems to be only slow development
of other critical operational needs. For instance, the much-used file archiving
system of the DEC 2060 (sometimes called off-line cataloged storage) has no analog
service in the UNIX systems. Perhaps this is the result of UNIX having its origin in
the small computer world where the number of users and volume of data has
traditionally been quite low. Our efforts are going into trying to adapt a commercial
system developed by UniTech to allow users to manage large file systems by
providing access to and from off-line tape storage as well as maintain a historical
archive of files. We have had a well structured organization for managing disk usage
and accounting on our 2060 system and we plan to duplicate some of these features
on the SUN-4 such that we can manage its usage in much the same way. A UNIX
accounting system will be put in place to allow cost accounting and provide a quota
enforcement capability on the distributed file server(s).

UNIX has always been weak in the management of large-scale file backup and with
the advent of disks of near gigabyte size, it is clear that an organized approach to
their usage is essential. In support of the long-term goals of the distributed
community, we have been reviewing more advanced data storage methods. Optical
disk systems are attractive but have not progressed as quickly as many had
predicted. However, it seems likely that this sort of equipment would be ideally
suited to satisfying our requirements for the archiving of files. Helical-scan magnetic
tape equipment might also serve this function well. However, in both cases the
absence of industry standards introduces some level of risk when planning to use
these types of data storage equipment. We plan to continue our investigations of
these technologies this coming year and to make a decision.
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The AppleTalk/UNIX File Service package (AUFS) developed at Columbia University
provides file support on a UNIX server so that Macintosh workstations can connect
and see representations of the files present in the same icon-based format as the
file system on the native Macintosh. File transters are invoked by moving icons
around the Macintosh screen just as if the UNIX server were an extension to the
internal Mac disk. AUFS functions will be expanded to provide better and more
service to our large Macintosh community.

6 - Electronic Mail

Electronic mail continues as a primary means of communication for the widely spread
SUMEX-AIM community. As reported last year, the advent of workstations has
forced a significant rethinking of the mechanisms employed to manage such mail in
order to ensure reliable access, to make user addressing understandable and
manageable, and to facilitate keeping the mail software distributed to workstations as
simple, stable, and maintainable as possible. We are following a strategy of having a
shared mail server machine which handles mail transactions with mail clients running
on individual user workstations. The mail server can be used from clients at
arbitrary locations, allowing users to read mail across campus, town, or country.

The mail server acts as an interface among users, data storage, and other mailers.
Users employ a mail access protocol (MAP) to retrieve messages, access and
change properties of messages, manage mailboxes, and send mail. This protocol
should be simple enough to implement on relatively inexpensive machines so that
mail can be easily read remotely. This is distinct from some previous approaches
since the mail access protocol is used for ali message manipulations, insulating the
user client from all knowledge of how the mail is actually stored on the server. This
means the the mail server can utilize whatever data storage and access methods are
most efficient to organize the mail on a particular server system.

The first prototype interim Mail Access Protocol (IMAP) was designed with this in
mind. As noted in our previous report, we developed a prototype IMAP server on
the DEC-20 and client on Xerox D-machines. The resulting mail environment proved
to be quite usable and some D-machine users were able to use it as an alternative
to the DEC-20 mail environment in their daily mail work.

During implementation of the prototype client we observed that the protocol had
several deficiencies which made certain mail concepts difficult or impossible to
implement. For example, there was no way to notify the client of newly arrived mail
and inadequate extensibility in the protocol made it difficult to add such a
functionality. Furthermore, it was a "lock-step" protocol with no mechanism for
multiplexed operation, leading to synchronization problems. Finaily, we rethought
parts of our design based on our examination of several related projects, including
MIT's PCMAIL and various POP2-based systems.

Our second-generation Interactive Mail Access Protocol (IMAP2) addresses these
concerns. Instead of the lock-step query/response model of IMAP, IMAP2 uses
tagged commands and data and explicitly allows unsolicited data to be sent from the
server to the client. IMAP2 introduced a more formal structure to server-to-client
path; in particular, all data is now identified unambiguously. IMAP2 also addressed
various performance issues, such as allowing the fetching of multiple types of data
items simultaneously. Furthermore, IMAP2 introduced server-based message
searching and the concept of a structured "envelope" representing the information
stored in the header of an RFC822 message.

An IMAP2 server manipulates the actual file store copy of the user's incoming
electronic mail under direction from the IMAP2 client. As noted above, the client has
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no knowledge of the (possibly operating system dependent) format of mail on the
server's file store; the IMAP2 protocol provides its own representation of mail and
the server translates between this and its host system file store conventions.

The IMAP2 client issues a series of fetch commands to retrieve data from the server.
A fetch command has two arguments: a message sequence and the name of the data
item to be fetched. A message sequence can be a single message index, a range
of message indices, or a list of numbers or ranges. A message index is one of a
set of consecutive numbers which provide a quick pointer to that particular message
in the mailbox. A mailbox with 20 messages uses indices 1 through 20.

As an example, a typical FETCH command might be
A0001 FETCH 2:7,10 ENVELOPE

meaning "fetch the envelope data for messages 2 through 7 and message 10"
"AOO01” is a random tag generated by the client, and used by the server in the
completion response to an IMAP2 command. An envelope is in a format very much
like a Lisp S-expression, and represents, in a structured fashion, data such as the
From/To/cc/bec lists, message Subject, Message-iD, etc.

There is presently no structured representation for the text of the message itself; the
client must fetch the "RFC822" data attribute which is returned as a text string of
the message in traditional RFC822 format. This is due to our immediate need for a
system operationally usable in today's environment and also our feeling that the
requirements for such a structured representation are not well-enough understood at
this time.

There are other message attributes which can be fetched, the most interesting of
which is the "FLAGS" attribute which contains various status flags associated with
the message. The operation of removing a message from the mailbox consists of
setting the system "\DELETED" flag for a message via the "STORE" command, and
subsequently doing an "EXPUNGE" command.

Other operations in IMAP2 include LOGIN/LOGOUT for user authentication, SELECT
for mailbox access, STORE to update/alter attributes associated with a message,
EXPUNGE to permanently remove deleted messages from the mailbox, and SEARCH
to do remote searches for messages based on various attributes.

The SEARCH command is quite sophisticated; for example the command

A0021 SEARCH FROM "SMITH" SUBJECT "REPORT"
SINCE "20-MAR-88"

requests the server to return a list of message indices of all messages from SMITH
with a Subject that includes the string "REPORT" that were placed in the mailbox
after March 20, 1988. An elaborate set of remote search criteria have already been
defined and implemented in the IMAP2 servers.

The server on the DEC-20 and Xerox Lisp client were upgraded to IMAP2. We have
also implemented an IMAP2 server for UNIX, and have demonstrated a prototype
client in Common Lisp for the Texas Instruments Explorer. The main thrust of our
effort in the coming year, however, will be a client for the Macintosh.

6.1 - Xerox Lisp client

An IMAP2-based client program for the Xerox Lisp environment was useable by mid-
year. However, it was not in wide-spread use and lacked the necessary final
polishing and debugging needed for release to a large community of users. A major
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push was made to make the necessary changes and the program was shuttled back
and forth between members of the programming staff, who are specialists in different
areas, in order to make the program as well-rounded as possible. Once the
improved versions started to become available, the user community was steadily
increased and where possible the resulting feedback was immediately reflected the
next release. Along with the polishing of the client program, the documentation was
completely revised and extended and the servers programs were further debugged.

Some of the specific changes to the Xerox Lisp client included the fixing of storage
leaks, code optimization, basic window management and the splitting of the various
command menus into several smaller menus and submenus, based on functionality.
The major changes included the addition of the text compression and breaking
features of the 'WEDIT' program (described in earlier reports) to the composition
window to allow the mailer to freely convert between unbroken, streams of text and
fixed length lines. Another major change was the addition of ‘Zoom' mode for pulling
together selected messages in the mail header browsing window. This aliowed
users to take full advantage of both the existing and extended text search
capabilities that were added to the program without paying a penalty for retrieving
excess mail headers from the server or doing manual searches via scrolling. A
feature to search for mail files and allow the names of those files to be used as
input to other commands with the click of a button was also added.

The Xerox Lisp client was further integrated into the KSL environment by adding it to
one of the standard Lisp images (TCPFULL.SYSOUT), making it readily available tc a
larger community of users. The Xerox Lisp client is not going to be the mail client
that the entire laboratory uses In the long term. The final push to finish the program
was done in order to make available to a larger portion of the KSL a mail system
based on the client and server model that everyone will be using eventually on other
hardware. We wanted experience in running such a system and to allow users to
have early feedback in the design of the ultimate system. The Xerox Lisp client will
be maintained only as is reasonable as the mail system evolves so it can be used as
a fast prototyping system for new ideas. The InterLisp-based IMAP2 layer of this
client may be replaced by the Common Lisp one under development in order to
reduce the maintenance costs of the various systems.

The Xerox Lisp client is currently the only fully functional, active client in our
distributed mail system but probably will remain so for only a short while longer.
Soon, we plan to make this client available to the Xerox Lisp user community along
with the DEC-20 and UNIX IMAP2 servers.

6.2 - Texas Instruments Explorer client

We are now writing an IMAP2 client for the Tl Explorer system using Common Lisp.
Although this project is not yet completed, it already can read mail, set message
flags, move/copy messages between mailboxes and much more. Still to do is the
message composing and sending. Except for the window system which is Explorer
dependent, we expect much of this code can be exported to other Common Lisp
workstations allowing us to develop mail systems for these workstations too.

6.3 - DEC-20 IMAP2 server

The DEC-20 IMAP2 server was the first implementation of IMAP2 (and its
predecessor, IMAP), and many of the ideas of our distributed mail environment were
explored there first. This was due at least in part to the familiarity of the
programmer with that traditional environment. The last major functionality addition to
the DEC-20 server was the addition of the SEARCH facility last year. The current
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version of the DEC-20 server is a complete and robust implementation of IMAP2 and
we do not anticipate any further work on it.

6.4 - UNIX IMAP2 server

In our distributed mail system we expect to rely heavily on UNIX engines as servers.
To this end we have written a UNIX IMAP2 Server (UIMS) for remote mail access.
UIMS handles the full complement of IMAP2 commands and has been in alpha-test
mode for the past month.

On a UNIX server a mailbox is represented by two files. The first is the actual text
file containing the mail, and the second is an index file that caches a description of
the text file's format. The index file is used to minimize UIMS disk i/o by keeping
enough information about the text file and each message in that file to, first, speed
random access to the text file, and second, make file access unnecessary for many
of the IMAP2 protocol commands. For example, a binary representation of a
message's date, flags and keywords is cached for each message. Thus queries on
the state of these fields require no disk file access since a copy of the index file is
kept in memory while a mailbox is selected. The index file also allows UIMS to
implement a demand-paging algorithm to manage the core memory used for storing
the text of each message as it is read or searched. As a consequence, only
messages in which a user shows an interest need be kept in memory. In most
instances this is only a small percentage of the number of messages in the text file.
Such an algorithm conserves the server's resources, and is especially important
under the UNIX operating system since it does not implement shared memory pages
between processes.

For compatibility with MM-C, the Columbia University UNIX MM program (see below),
UIMS and MM-C use the same text file for mail. MM-C has no knowledge of the
index file associated with this file, and thus, UIMS will recreate the index file if the
mail text file has been modified since UIMS last read it. Also, a locking mechanism
is used to prevent simultaneous writes to the same mail text file. Unfortunately,
locking under UNIX is not implemented in the operating system itself, and thus can
be violated if a program not respecting file system locks attempts to write to a file
that is open and locked by a program that does. All of the programs we have
written and intend to write will respect these locks, as does MM-C.

UIMS also parses the MM-C init file, that describes a user's mail reading
configuration, when this file exists. UMS and MM-C have proved to be very
successful when used in tandem for remote, and local mail reading, respectively.

6.5 - Transition Strategy and Plan

While in transition from our mainframe-oriented paradigm to a distributed computing
environment, the ability to read mail locally, from home or from geographically distant
locations is clearly necessary at all points in this process. To make this move as
easy as possible we hoped to be able to find a mail program that ran under UNIX to
be used as a replacement for MM-20, the mail program now used at SUMEX-AIM by
the majority of our community members. We were fortunate to discover MM-C, an
MM-20 clone written at Columbia University in C to run on UNIX-based systems. We
became an alpha test site for MM-C, and brought it up on both a VAX 11/750 and a
SUN-3/180. It has been used extensively by members of our staff, and is purported
to be an excellent mail program. By June of this year we should have installed MM-
C on our new SUN-4 server.

As local community members move from the DEC-20 to the SUN-4, they will initially
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read their mail in the same mode as they did on the DEC-20, using MM-C if they do
not have an Explorer or Xerox D-Machine. In the latter instances, they will use their
respective clients in conjunction with the UNIX IMAP2 server discussed in the
previous section. We anticipate that the SUN-4 will be used as a time-shared
system for reading mail for the short term while the Mac client is being completed.
When this is done, all such mail reading will be accomplished using the IMAP2
server/client paradigm.

In order to read mail from home one will dial-in to one of our EtherTIPs, TELNET to
the appropriate server and run MM-C. The UNIX IMAP2 server is designed to be
compatible with MM-C so that one can read their mail both locally and remotely
without conflict.

It is also important to mention that Columbia University distributes MM-C with the
statement "Permission is granted to any individual or institution to use, copy, or
redistribute this software so long as it is not sold for profit, provided this copyright
notice is retained". This makes MM-C an ideal mail reading program for the SUMEX-
AIM community as we move away from the DEC-20, and towards our distributed
environment, since SUMEX-AIM can freely distribute all of its mail-related software to
its national community.

7 - System Building Tools

7.1 - Lisp System Performance

One of the key issues in selecting the systems for our distributed computing
environment was the performance of Common Lisp. In order to assist us in evaluating
the performance of Lisp systems, we undertook an informal survey of Common Lisp
environments using two KSL Al software packages, SOAR and BB1. The data
collection for this evaluation is close to complete but we have only been able to do
preliminary data analysis. The results are presented in Appendix B.

In this survey we have focused on execution speed for simulated system runs and
for system compilation. However, we emphasize that execution speed benchmarks
are only one aspect of the system performance evaluation, especially for Lisp
systems. Other crucial issues like programming and usage environments,
compatibility with other systems, ability to handle "large" problems, and cost must
also be considered.

Both SOAR and BB1 were chosen because they are implemented in pure Common
Lisp, making them extremely portable. SOAR is a heuristic search based general
problem solving architecture developed by Paul Rosenbloom and BB1 is a blackboard
problem solving architecture developed by Barbara Hayes-Roth. Neither of these
systems is an intensive user of numeric computation. These systems were initially
developed in environments other than those tested and no attempt was made to
optimize their performance for any of these tests.

The workstation systems to be tested were chosen based on their availability as well
as projected applicability in AIM community environments. Since we were interested
in "real world" results, we ran the tests on each machine in what seemed to be its
standard operating mode. The machines tested include:

» Apple Mac

o DEC (uVAX Il and 1lil)

» HP 9000/350

+ |IBM (Compaqg 386 "PS/2 model 80" and RT/APC)
« SUN (3/75, 3/60, 3/260, 4/260, 4/280)
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o Symbolics 3645
o Tl (Exp 1, Exp 2, uExp)
« Xerox 1186

and the Lisp systems running on these machines include:

« Explorer Lisp 3.0+ (4.0)

» Franz Extended Common Lisp 2.0
o HP Common Lisp 1.0

« Kyoto Common Lisp

o Lucid Common Lisp 2.x

« Symbolics Lisp 6.1

o VAXLisp

« Xerox Common Lisp (Lyric)

Analysis of the data that were collected is still underway but several conclusions are
evident at a high level:

» The fastest machines for running BB1 (the microprogrammed TI Explorer
2 and microExplorer Lisp machines) are not the same machines that run
SOAR fastest (SUN-4 RISC machines).

« Within a factor of two of the best performance, a considerable range of
workstations based on stock microprocessor chips as well as specially
microprogrammed Lisp chips have comparable performance.

Thus, while the "jury has been out" on the issue of special microprogramming versus
stock instruction sets for Lisp systems, it now appears that stock systems have
closed the performance gap. Unless substantial performance improvements are
forthcoming from the specially microprogrammed architectures, it appears that Lisp-
based research can just as well be done in "standard” workstation environments
which would ease many issues of program export and integration.

7.2 - Lisp Programming Environments

Even though performance gaps between microprogrammed Lisp systems and stock
workstation implementations are narrowing, there still remains a significant difference
in the quality of the development environments. The power of the development tools
and environment is what has been the primary strength of Lisp machines, allowing
rapid design, implementation, and debugging of complex programs. We believe the
key to good development tools is integration, both in terms of consistency of
interface, and in the ability to move seamlessly from tool to tool, carrying along
appropriate data and state information. These qualities must be manifest in any KSL
research computing system.

Over the years, KSL and AIM community Al systems have been implemented
predominantly in the InterLisp, MACLisp, ZetalLisp, and more recently, Common Lisp
dialects. Beginning in the early 1980's, our work moved from mainframe Lisp
environments to workstation environments for many reasons, principally involving
powerful tools for system development and debugging and graphical interfaces.
Commercial versions of these tools, that evolved over many years in the Xerox D-
Machine, Symbolics 36xx, LMI, and Tl Explorer systems, have become an
indispensable part of our work environment. Newer Lisp systems for workstations
not specifically developed for Lisp have lacked many important features of these
environments. Thus, in light of the runtime performance advances of stock
workstations, we have attempted to summarize the key features of the Lisp machine
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environments that would be needed in stock machine implementations in order to
make them attractive in a development setting.

The full version of this draft specification can be found in Appendix C. The following
summarizes some of the key points about our effort to define the central
environmental issues. We are continuing to seek comments from others in the AIM
and broader Al communities as well as work with vendors and sponsors to try to get
these feature integrated into commercially available Lisp systems.

+ These requirements represent a snapshot of the tools and technology
available on today's machines. Al has historically and will continue to
ride the crest of the wave of new computing technologies for the
foreseeable future, which enable ever more complex systems. Thus,
these are not static requirements and we expect to be able to take
advantage of the future improvements in hardware, graphics, and
software as they are generated by computer science research and
industry.

« We have tried to sort out the key features of current systems that are
important to our research work. Except where explicitly stated,
everything in the write-up (Appendix C) describes this "core" of
functionality. Some items are clearly more important than others, but all
represent needs that really guide our decisions about which new
systems can be broadly used in the KSL.

+ We have two overriding goals in adopting future computing environments
(which may seem to be or actually are in some conflict). We want the
most powerful development environments we can get to facilitate the
building of complex Al programs. But at the same time, we want to be
able to share (import and export) research results and tools with
colleagues in other labs and so must maximize the portability of code
among systems. We believe that these goals can be approached jointly
by the establishment and careful adherence to standards where possible,
while continuing systems development where necessary.

The requirements discussion is organized according to a "layered" view of Lisp
environments, beginning with the upper levels. This organization is a conceptual
framework within which to describe the various parts of the environment but may not
correspond in full detail to the way system modules are actually organized. The
elements of our description include:

« Program Development Tools and Environment

o Editor

Debugger

Inspector

Software Management Tools
Pertormance Monitoring and Analysis
o Lisp Listener

o
o
o
o

« Languages and Utilities

o Windowing
Muitiple Processes
Common Lisp
Compilation
Input/Qutput

o © © o
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Utilities

Interface Toolkit
Help System
Status Information
Printing

Pretty Printing

(=] o (=] o [=] (=]

+ Lower Level Issues

o Address Space

o Memory Management

o Dedicated Versus Shared Systems

o Hardware Capabilities

o Overall System Integration in the KSL

7.3 - General System Building Environment

Traditionally, a large set of languages and programming environments has been
supported on the 2060 in order to encourage experimentation and development. We
now believe that the experience gained in those years of broad experimentation can
be distilled into a fairly small set of languages and tools, relieving the researcher of
the need to learn many programming languages, while still providing the needed
facilities to allow the experimentation to move further into the higher levels of
knowledge representation systems and problem solving architectures. As we move
to the workstation-based environment, we plan to phase out support for many of the
languages we have offered in the past and concentrate on the most relevant
languages for Al research and applications: C, Apple PASCAL, FORTRAN, InterLisp-D,
Zetalisp, and Common Lisp. Common Lisp has already achieved popularity as a
standard (see page 74), and many projects are already using it. We expect to press
for further adoption of Common Lisp as a community symbolic computing standard,
consistent with prior investments in large software systems such as those which
exist for on-going AIM projects. In addition, we will support important higher-level
knowledge representation and problem solving architectures (e.g., S.1, KEE, Strobe,
and others) as appropriate for community research and dissemination activities.

8 - Text Editing -- TMAX

One of the biggest obstacles in reducing our dependence on the 2060 is large
document preparation, including sectioning, cross-referencing, and flexible
bibliographic referencing. At the KSL this sort of processing has been done using
SCRIBE (a registered trademark of Unilogic Ltd.), TeX, or LaTeX. There have been
over fifty Xerox workstations (1108/9s.and 1186s) in the KSL and as part of one
experiment to move users off of the 2060, we worked to develop a system called
TMAX (TEdit Macros And eXtensions) with the equivalent functionality of SCRIBE on
these machines. This work is now finished and the following reports on the results
of the experiment. The system has proven quite powerful for complex documents
-- we know of two Masters theses that have been written using TMAX. We have
turned the TMAX system over to Xerox where is now part of their standard working
environment. The Xerox AIS group may use TMAX for their next set of InterLisp-D
manual releases. Besides Xerox and Stanford, TMAX is in use at SRI International
and Ford Aerospace.

The Xerox workstations come with a text editor called TEdit. TEdit is a WYSIWYG
"text formatter” (which is part of what SCRIBE does) but it lacks the ability to do
more complex operations. TMAX does not try to mimic SCRIBE; this would be a
monumental task. Rather it extends TEdit by implementing some of the more
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commonly used features of SCRIBE. Currently there are five main areas of - TMAX;
numbering, table of contents, endnotes (similar to footnotes), forward and backward
referencing, and indexing. There are three important points about the TMAX
experiment. First it is completely menu-driven. To invoke any feature, the user
simply moves the mouse to the appropriate item in the TMAX menu and buttons it.
Secondly TMAX never changes the user's text. All the features are merely additions
to the text. These additions may appear to be strings but they are really structured
objects that are treated as single characters. This means users can delete any
feature they add in the same way they would delete any other character. Finally, all
the inserted features are shaded gray so users can distinguish them from the normal
text.

We have written a twelve page help file on TMAX that uses all of the TMAX features.
This document is both a description and demonstration of how to use TMAX. Below
is a brief description of each of the TMAX main features.

8.1 - Numbering

TMAX has an extremely. flexible numbering facility that allows the user to number
arbitrary objects such as chapters, sections, figures, examples, etc. The numbering
scheme is completely up to the user. TMAX allows the user to create and edit a
tree of "number nodes" where each node defines a level of numbering. The user
also has the ability to define initial number values, the format of each number, text
before and after the number (useful for headings), and the font of the number. To
insert a number, the user simply buttons the appropriate node of the tree and TMAX
figures out what the number should be and inserts it. Suppose for example the user
is writing a book. The user could define the top node as Chapter with subnodes
Section, Subsection, etc. Each time the user buttons Chapter in the number tree,
the next monotonically increasing chapter number will be inserted in the document.
It will also reset all Chapter's subnodes to their initial values. To insert a Section
number, the user buttons Section in the tree and so on. The numbers can be
ordinary Arabic numbers or upper and lowercase letters or Roman numerals. In the
example above, the chapters could be "1.", the sections "1.A" and the subsections
"1.A.i". Each value depends on the values of its immediately superior node in the
tree. Finally, the numbering does not have to be inserted consecutively. If a user
inserts a new number between other numbers, TMAX will automatically adjust all the
numbers after the new one.

This numbering mechanism insures uniform numbering throughout the document. If at
any time the user wishes to change the numbering format, he just edits the definition
in the number tree and TMAX takes care of all the rest.

8.2 - Table of Contents

Closely related to numbering is the "Table of Contents" facility. When this item is
buttoned, TMAX creates a file containing all the numbers it has inserted along with
any text the user specified before and/or after the number followed by a dotted
leader and the page each number appears on. The file is sorted by page number
and the user has the ability to exclude certain numbers from the file.

8.3 - Endnotes

Endnotes are like footnotes in that they insert a superscript number but the text
associated with the number is appended to the end of the document rather than the
bottom of the page. When a user buttons the Endnote item, TMAX inserts the next
monotonically increasing number and then prompts the user for the text string

63 E. H. Shortliffe



Details of Technical Progress 5P41-RR00785-15

associated this the number. Like numbers endnotes need not be inserted
consecutively. It an endnote is inserted between other endnotes, TMAX
automatically adjusts all the endnotes after the new one. Finally, there is no
correspondence between numbering and endnotes numbers.

8.4 - Forward and Backward Referencing

Whenever a number or endnote is inserted, the user has the option of "tagging" it.
At any point in the document, the user can reference this tag in one of two ways.
The reference can be by the value of the number (e.g. “see chapter 5") or by the
page the number is on (e.g. "see page 7"). Of course the user could reference the
same number both ways and get something like "see chapter 5 on page 7".
Whenever a tag is specified, it is added to a reference menu. If the user is
referencing the same tag is several places, he can simply insert the reference from
the menu rather than retyping the tag each time.

8.5 - Indexing

TMAX supports two styles of indexing; simple and extended. With simple indexing,
the user just specifies the phrase to be indexed. With extended indexing the user
can 1) specify the phrase that will appear in the index, 2) specify the font of this
phrase, 3) have the phrase sorted by some other phrase, and 4) optionally exclude
the page number from the index (useful for index headings). Whenever an index is
first specified, it is added to an index menu. If the user is indexing the same phrase
is several places, he can simply insert the index from the menu rather than retyping
the phrase each time. At any time the user can create an index file. This files
contains the alphabetically sorted indices followed by the page numbers on which
they appear. Optionally the user can request "manual style" indexing in which the
page numbers are replaced by selected numbers. In this case the index specifies
the chapter, section, etc. in which the index appears.

These are only the main TMAX features. There are several other minor features
such as the ability to insert the date and/or time in several different formats.

9 - Distributed Information Resources and Access

There are many user needs for getting information from and about the computing
environment, ranging from help with command syntax to sophisticated database
queries. A distributed computing environment adds new complexities in making such
information accessible and also new requirements for information about the
distributed environment itself. @ We are adapting the many workstation-specific
information tools to include distributed environment information such as workstation
and server availability, "Finger" information about user locations and system loads,
network connectivity, and other information of interest to users in designing
approaches to carrying our their research tasks. In addition, we will have to develop
general systems tools for monitoring and debugging distributed system performance
to identify workstation and network problems. Finally, we must adapt and develop
distributed system tools for remote database queries and organize the diverse
sources of information of interest to AIM community members to facilitate remote
workstation access to community, project, and personal information that has
traditionally existed in ad hoc files on mainframe systems.

The Macintosh HyperCard tool provides a very powerful environment in which to
hierarchically organize and provide access to information in the form of text,
graphics, pictures, and even sound. We have begun development of a "KSL stack"
for HyperCard that will initially include descriptions of KSL and AIM personnel,
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SUMEX-AIM projects, SUMEX-AIM computing systems, KSL building maps, the KSL
bibliography, etc. While the current version of HyperCard is a good environment for
a prototype distributed information access system, several developments are needed
from Apple for full utility. These include remote network access to stacks, allowing
multiple simultaneous readers of stacks, and more flexibility of how stack "cards" are
presented on workstation screens.

On another front, in conjunction with the SUN file server we have been integrating,
we have mounted an experimental database system for remote information access
using the commercial UNIFY database product. Our goal is to make access to the
database information possible from a distributed workstation environment through
network query transactions, as opposed to asking the user to log into the database
system as a separate job and type in queries directly. This will facilitate remote
information access from within programs, including expert systems, where the
information can be filtered, integrated with other information, and presented to the
user. The system will provide multi-user, multi-database access capability; that is,
several users will be able to have access to a single database at the same time, and
a single user will be able to have access to several databases at the same time.

The initial implementation of the remote query system was done on a Ti Explorer and
then adapted to the Xerox D-machine Common Lisp environment. The query
interface on the Lisp machine communicates with the Sun UNIFY database system via
the Remote Procedure Call (RPC) mechanism which underlays the NFS remote file
access system. The Explorer calls a server on the SUN and sends an SQL/DML
query command as an argument to a remote query procedure, and receives the
retrieved data and/or a message sent back from the server. SUN UNIFY can already
manage multiple databases, so a client can have several databases open at the same
time. The operations on the database are transaction-oriented, and therefore the
concept of a database access session is applicable. The access functions currently
implemented are open a database, close a database, retrieve data from a database,
insert records into a database, delete records from a database, update the database,
lock a database, and unlock a database.

10 - Distributed system operation and management

The primary requirements in this area are user accounting (including authorization
and billing), data backup, resource allocations (including disk space, console time,
printing access, CPU time, etc.), and maintenance of community data bases about
users and projects. Our accounting needs are a function of system reporting and
cost recovery requirements. The distributed environment presents additional
problems for tracking resource usage and will require developing protocols for
recording various kinds of usage in central data base logs and programs for
analyzing and extracting appropriate reports and billing information. We are now
involved in analyzing the kinds of resource usage that can be reasonably accounted
for in a distributed environment (e.g., printing, file storage, network usage, console
time, processor usage, server access), and investigating what facilities vendors have
provided for keeping such accounts. Data backup is, of course, closely related to
the filing issue. We continue to use and improve network based file backup for
many of our file servers.

11 - Mainframe, Server, and Workstation System Environments

The various parts of the SUMEX-AIM computing environment require development
and support of the operating systems that provide the interface between user
software and the raw computing capacity. This includes the mainframe systems,
network servers, and the workstation systems. Following are some highlights of
recent system software environment developments.
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11.1 - TOPS-20

QOur long-term plan to phase out the 2060 mainframe system has continued as
scheduled. Development efforts on the 2060 have ceased, except where needed to
keep the machine operational in the evolving distributed environment. This involves
considerable work in areas such as file system archiving, retrieval, and backups;
periodic updating, checkout, and installation of new versions of system software; the
regular maintenance and updating of system host and network tables; and monitoring
of and recovery from system failures, both hardware and software. Over the past
year, the main areas of activity include:

» TOPS-20 Domain Name Resolver Software -- The Internet community
has been in the process of converting to a domain naming scheme, to
replace the flat address space of the old exhaustive host tables
prepared by the Network Information Center. This past year, we worked
very closely with a sister group at MIT- tc ntegrate a version of the
TOPS-20 Domain Name Resolver softwar with the TOPS-20 Mail
System. In addition, several other network utilities, including TELNET
and FTP were updated to use the Domain Resolver, rather than the old
HOSTS.TXT table. Most other TOPS-20's are still running an ISI version
of the DOMAIN resolver, which is inferior in several respects, so this
represents a significant effot at SSRG to maintain network
communication with the national Internet community.

« Long-term access to SUMEX data files -- The TOP-20 approach to
providing references to off-line (archived) files presents substantial
overhead to the active file system. Since SUMEX has always had an
interest in preserving the history of the intellectual achievement resulting
from our project, we are quite concerned with access to even very old
data files. Thus we have prepared a staged scheme for retaining
access to the files of former users. Though access is not as convenient
to these files as it is to those archived by current users, there is,
nonetheless, the ability to retrieve files of former users of our Tops-20
system and its predecessor, the PDP-10 based TENEX system.

« Cost Center accounting -- During the past year, the 2060 accounting
programs were further updated to reflect the SUMEX Cost Center
structure (see Page 121). Monthly reports have been promptly
generated to reflect on-going usage. As part of the cost center
management, a concerted effort has been made periodically to review all
of the SUMEX accounts, and remove those that were no longer
appropriate.

11.2 - UNIX

We run the Stanford (SULTRIX) version of the UNIX system that is distributed by the
University of California at Berkeley on our shared VAX 11/750 file servers. SULTRIX
adds support for Sun Micro Systems Network File Service (NFS), and the PARC
Universal Packet (PUP) protocol that is necessary for our D-machines. The two VAX
systems are used extensively as file servers, and minimally as time-sharing systems.
One of these systems (ARDVAX) is used for systems development and the UNIX
version of the IMAP server has been written and debugged on it. Little system
development effort is done on these beyond staying current with operating system
releases and useful SULTRIX community developments.
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